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Executive summary

Planning energy infrastructure on a geographical scale requires contributions from different disci-
plines, including engineering, economics, and science, which need to be drawn together into a single
framework to inform decisions. The governance of the Northumberland County Council includes
oversight over: energy generation, energy consumption, emissions capture, policy and engagement,
and is thus a prime example of how different areas of public policy require decisions to influence
future states of complex systems.

In this report we present a decision support system for a the council to consider low carbon
technologies to transform its infrastructure in order to reach a carbon zero target in 2050. We will
demonstrate how to couple information from separate models to quantitatively assess the impact on
operational costs and carbon emissions of various policy choices.

We present a case study of the Willowburn Leisure Centre. Under the Public Decarbonisation
Scheme, Northumberland County Council is planning to replace gas boiler with a ground source
heat pump, powered by electricity, to supply heating to the leisure centre. Given an emission factor
for electricity is lower than for natural gas, the use of a heat pump translates into savings of global
greenhouse gas emissions and the potential to drive the operational costs down. This demonstration
takes values such as global surface temperature and measures of heating equipment efficiency and
building heat transmission and allows us to consider various scenarios of pricing projections. We
embed expert knowledge from Northumberland County Council into the forecasting system and
produce projections for total operating costs up to 2050.

In addition to projections of operating costs, our model generates uncertainties associated with
carbon-reducing strategies and the environment under which such new energy systems will need to
operate. In settings like ours we note that uncertainty quantification of these computer models is
crucial. Furthermore, UK government guidelines require information on uncertainty associated with
each outcome to be provided to support decision-making process in public policy.

The framework presented in this report is used to support long term planning decisions in complex
environments and extended to other decision support challenges in planning and policy, and to scale
to questions of much wider scope associated with, for example, national or wider energy policy.
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Section 1

Introduction

Computational models are widely used in decision support for energy system operation, planning and
policy. In this report we present a decision support system for a local council to consider technologies
to transform its infrastructure in order to reach a carbon zero target in 2050 [4]. We will demonstrate
how to couple information from separate models to quantitatively assess the impact on operational
costs and carbon emissions of various policy choices. The governance of the Northumberland County
Council includes oversight over: energy generation, energy consumption, emissions capture, policy
and engagement, and is thus a prime example of how different areas of public policy require decisions
to influence future states of complex systems.

The report first presents the general framework and its application to Northumberland County
Council. It then describes the potential of this methodology to be extended to other decision support
challenges in planning and policy, and to scale to questions of much wider scope associated with, for
example, national or wider energy policy.

1.1 Decision support systems

A wide range of approaches have been developed to support decisions in complex environments.
Decision support in the energy systems domain has employed various methodologies, including
optimization frameworks [30] and stochastic dominance [41]. A decision support tool in climate
modelling based on mimicking the backward induction process using emulators and Bayes decision
theory was proposed by Williamson et al. [46]. Economou et al. [14] employed a Bayesian decision
framework for hazard warning systems. Scenario analysis has been used to quantify the uncertainties
in future projections of the complex system for different policy decisions, for example, Williamson
et al. [47] and Wheatcroft et al. [43]. Most of these methods are based on the inference from a
single deterministic or probabilistic model.

For our analysis we employ an integrating decision support system (IDSS) in order to combine
different sources of information to support decision making. Many elements of physical, engineering,
social science and finance often drawn together into a single composite model whose various margins
then informed decisions. The IDSS takes a macro view of a multifaceted decision problem. Firstly,
it elicits a framework, describing how one component model might influence another. This elicited
framework is represented by a graph, which provides a probability description of the processes of
interest.
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We illustrate a simplified model1 for energy systems planning with components and their relation-
ships in Figure 1.1.

Figure 1.1: Graphical representation of energy system

The IDSS originated from a decision support system designed for operations crisis control after
an accidental release of radiation from a nuclear plant [10]. The system integrated information from
a variety of sources to evaluate the efficacy of various countermeasures. However, this early system
depended on deterministic components and therefore was unable to suitably allow uncertainties to
be incorporated into the assessment in a comprehensive manner [6]. The IDSS technology has since
been used in various domains, including food security [6, 26, 44]; managing risk in digital records
and gang crime investigation [9]. A full theoretical development of IDSS is described in [25, 27, 36].

The framework is formal in the sense that the composite transforms into a single coherent proba-
bility model [35]. This means that mathematical and statistical models of the individual component
processes combine to provide a single coherent picture. We note that the idea of coherent inte-
gration of evidence over a diverse panel of experts and models is not new, for example, Bayesian
networks (BN) [22], multidimensional dynamic models (MDM) [33] and chain event graphs [11] are
frameworks for pasting together conditional probability models. Most often, the BN is expressed as
a discrete or Gaussian model, which requires a lot of expert judgement about the discretisation of
variables or the linear elements of Gaussian components. In contrast the IDSS allows us to choose
a graphical framework that best matches the settings.

In practice each component is developed individually by teams of experts to make up the system
model. The components are connected by their inputs and outputs where the output of a component
may be the input of another one. We only consider feed-forward systems, where information can
only be transferred forward in the system. To illustrate this approach, we consider a case studies to
analyse the effect of candidate policies designed to decarbonise energy system. Here the Willowburn
Leisure centre in England is planning to replace its gas boiler with a ground source heat pump
(GSHP), powered by electricity to heat the centre, in order to reach a carbon zero target.

The results in this report are presented as a demonstration and based on data provided by
Northumberland County Council and open source models. In practice we would expect that de-
cision maker will have access to more information, e.g., data (confidential or commercially sensitive)

1The term energy system model is often used in the literature to refer to models of very broad scope across whole
energy systems. For instance in this context Pfenninger et al. [32] define an energy system as the chain from the
extraction of primary energy to the use of final energy to supply services and goods. Thus models used for decision
support on policy questions at whole energy system level on regional, national or wider scale are sometimes referred
to as ‘energy system models’. Here when we use the term ‘energy system model’, we refer to a model of the energy
infrastructure on any geographical scale, which we believe to be closer to its plain English meaning.
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and to computer programs with restricted access. In Section 4, we discuss how our approach can be
extended so that it can be used in this richer environment.

1.2 Uncertainty management

The majority of the components of the system are informed by deterministic computer models.
However in settings like ours we note that uncertainty quantification in computer models is crucial
for a number of reasons. The analysis of physical processes based on computer models is riddled with
uncertainty [40]. Kennedy and O’Hagan [21] provided a detailed account of uncertainty sources.
For example, code uncertainty arises from the notion that computer models are computationally
expensive to run at as many input parameter settings as we usually require to study the relationship
between inputs and outputs and therefore treated as “black box” models. We also encounter model
error (model discrepancy) since the model is not a perfect representation of the true physical process
due to the process complexity and/or lack of computational resources. Furthermore, UK government
guidelines [38] require information on uncertainty associated with each outcome to be provided to
support decision-making process in public policy.

For each component of the system we propose to employ a statistical model, a Gaussian process
(GP) emulator, that is calibrated to a set of computer model evaluations. It is used to provide
uncertainty measure about the output of the computer model at inputs that have not been tested.
GP emulators have been widely used as surrogates to complex computer models in climate and
environmental studies [12, 42, 45]. Wilson et al. [48] used a GP emulator to obtain projections of
wholesale electricity prices in 2030. Outputs from the model also included future generation mix and
emissions predictions. They demonstrated their approach on an example the decision of whether
to invest in a new thermal generating plant. Smith et al. [35] advocated users to operate with
low-order moments instead of full probability distributions in IDSS for computational reasons. The
GP emulator is defined by its first two moments, that is, expectation and variance, which makes
it appropriate to model components of the system. They used a GP emulator to model one of the
components of the IDSS for decision support in food security.

Recently, advances have been made in the theory of the analysis of networks of connected GP
emulators. In this project, we demonstrate how to apply a system of emulators to a decision support
problem that is a new application of these results and provide further technical details in Section 2.

1.3 Technologies

A number of new low carbon technologies are now part of energy system planning in innovation,
deployment, and business-as-usual stages of readiness. Of particular relevance to this project is
district heating, where in a local area heat is produced by some centralised source and distributed
to commercial or residential buildings via a network of insulated pipes. Strategies for meeting low
carbon objectives in energy are likely to take greater account of the benefits of district heating and
other low carbon heat options [41].

District heating schemes typically use combined heat and power (CHP) supplemented with heat
pumps attached to low temperature waste heat sources, powered either by electricity from the CHP
itself or from the National Grid. Schemes have competing objectives, here we identify three: the
need for inexpensive energy, meeting low carbon objectives and robustness against, particularly,
variation in demand and electricity prices.

As well as having different technical capabilities, different technologies typically provide different
trade-offs between capital cost and operating cost, including with respect to uncertainty in future
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costs. In general, the range of technologies used in business-as-usual tend to range from relatively
high operating/low capital cost solutions to low operating/high capital cost solutions. Options might
include district heating systems using CHP or waste heat as described above, heat pumps, direct
mains electricity supply, local renewable generation, and individual gas or hydrogen boilers, along
with a range of possible storage technologies to help match demand and supply through time.

An example of these trade-offs was studied by Volodina et al. [41] who compared different system
designs under three scenarios, and found that under all considered scenarios a heat pump provides
the most robust solution.

While the case study we consider is small in geographical scope, the methods developed are
scaleable. Indeed they might bring particular benefits in for system-of-systems decision support
questions of very broad scope (looking into the far future or over wide geographical areas), as
they provide a natural framework for broad uncertainty treatment - including, the uncertainty in
the model-real world relationship arising from the inevitable simplifications required to make such
models tractable.

1.4 Structure of report

The structure of this report is organised as follows, in Section 2 we detail the Gaussian process (GP)
methodology and overview of recent developments in the literature. The Northumberland County
Council case study is presented and discussed in Section 3.

The report contains material both on the application context and high level overview of the
decision analysis technology used, and on the detail of the IDSS and Gaussian process methodology.
The highly technical material is mostly confined to Section 2, and there is an extent to which the
other sections can be read independently of this. In particular Sections 3.4 (Use in Decision Support)
and 4 (Discussion and Conclusions) summarise the contribution of the work for an applied energy
audience.
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Section 2

Methodology

2.1 Background

In this section we introduce the Gaussian process methodology that is used as the decision support
system. Motivated by the prediction and modelling of a system of models, recently advances have
been made in the analysis of networks of GP emulator models [23, 28, 29, 34]. We are limited to
systems that are feed-forward, or equivalently represented by a directed acyclic graph (DAG). This
representation is of the qualitative conditional independent assumptions underlying the model. For
a DAG it is natural to interpret it as implying that any node is conditionally independent of all non
descendants, given the nodes parents.

2.2 Gaussian Process model

In this section, we describe Gaussian Process models for individual components, that will then be
coupled together to form a composite model. The first step to construct a linked emulator of a
feed-forward system of computer models is to build GP emulators for individual computer models.
Let x = (x1, . . . , xp) ∈ Rp be a p-dimensional vector of inputs and f(x) be the scalar-valued output
that represents the process of interest. We start by defining a statistical model for f(x) as a sum of
three processes

f(x) = h(x)Tβ + ε(x) + ν(x), (2.1)

where h(x)Tβ represents a global response surface behaviour, ε(x) is a correlated residual process
capturing local input dependent deviation from the global response surface, and ν(x) is a nugget
process representing the noise in the response. We model the residual term, ε(x), as a zero-mean
Gaussian process with covariance function k(x,x′;σ2, δ) = σ2r(x,x′; δ). We define the nugget
process ν(x) as zero-mean Normal with variance τ2 .

Using probabilistic notation, the probability function for f(x) conditioned on the statistical model
parameters {β, σ2, δ, τ2} is

f(x)|β, σ2, δ ∼ GP
(
h(x)Tβ, k(·, ·;σ2, δ, τ2)

)
, (2.2)

with regression functions h(x) = [h1(x), . . . , hq(x)]T , a vector of unknown regression coefficients
β = (β1, . . . , βq)

T , and with covariance

k(x,x′;σ2, δ, η) = σ2r(x,x′; δ) + τ21{x = x′}, (2.3)
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where σ2 and η are variance parameters and δ = (δ1, . . . , δp) with δi ∈ (0,∞) are correlation length
parameters of squared exponential correlation function,

r(x,x′; δ) = exp
{
−

p∑
i=1

(xi − x′i
δi

)2}
. (2.4)

Suppose we observe n model realisations F = (f(x1), . . . , f(xn)) at design points X = (x1, . . . ,xn).
The distribution for f at a new input position x∗ given ensemble {X,F} and parameters β, σ2, δ, τ2

is
f(x∗)|{X,F},β, σ2, δ, τ2 ∼ N

(
µ∗(x∗), σ∗2(x∗,x∗)

)
, (2.5)

with mean
µ∗(x∗) = h(x∗)Tβ + r(x∗)R−1

(
F−H(X)β

)
, (2.6)

and variance
σ∗2(x∗,x∗) = σ2

(
1 + τ2 − r(x∗)R−1r(x∗)

)
, (2.7)

where r(x∗) is n-vector whose ith component is r(x∗,xi), i = 1, . . . , n, the correlation between
the point of interest x∗ and the design point xi, H(X) = [h(x1), . . . ,h(xn)]T and R is an n × n
correlation matrix with entries Rij = r(xi,xj).

We specify the non-informative prior for β and σ2 of the form [17]:

π(β, σ2) ∝ 1/σ2. (2.8)

The benefit of this prior is that the posterior analysis is tractable, that is, it is possible to write
down the posterior distribution conditioned on the correlation length parameter. We derive that f
conditional on {X,F} and δ, τ2 is the Student Process with n− p degrees of freedom with mean

µ∗(x∗) = h(x∗)T β̂ + r(x∗)R−1
(
F−H(X)β̂

)
, (2.9)

and variance

σ∗2(x∗,x∗) = σ̂2
(

1 + τ2 − r(x∗)R−1r(x∗) +
(
h(x∗)−H(X)TR−1r(x∗)

)T
(2.10)

×
(
H(X)TR−1H(X)

)−1(
h(x∗)−H(X)TR−1r(x∗)

))
, (2.11)

where

β̂ =
(
H(X)TR−1H(X)

)−1
H(X)TR−1F, (2.12)

and

σ̂2 =
FT
(
R−1 −R−1H(X)(H(X)TR−1H(X))−1H(X)TR−1

)
F

n− p− 2
. (2.13)

To derive values of δ and τ2, we use a robust estimation technique [16]. In particular, we use
RobustGaSP to optimize the marginal posterior function and fix δ and τ2 at maximum a posterior
(MAP) values.

Example 1 Consider the toy function

f(x) = x2 cos(x),

and evaluate it on 7 input points (training set X) evenly spread between x1 = −9 and x7 = 4,
specifying regression function h(x) = (1, x) and squared exponential correlation function. The plot on
the right of Figure 2.1 shows predictions (blue line) and two standard deviation prediction intervals
(dashed lines). Prediction intervals represent our uncertainty about toy function behaviour. We
observe that the uncertainty in the GP model grows between training data points.
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Figure 2.1: Example 1. Left panel : response behavior with 7 evaluations of toy function. Right
panel : GP model predictions (blue) and two standard deviation prediction intervals (dashed lines).
The truth is in red.

2.3 Multivariate Gaussian process model

Here we are operating with computer models that produce multivariate outputs, i.e., time series.
To model this we employ a basis method and start by projecting the data onto a low-dimensional
basis, e.g., using principal components (Higdon et al. (2008) [18]), and then specifying independent
GP models for the coefficients on this basis. For completeness, this method is outlined below.

The singular value decomposition for the ensemble F = (f(x1), . . . , f(xn)) is the l × n matrix of
multivariate computer model output, written as

FT = UΣV T . (2.14)

In order to reduce the dimensionality of the problem, the ensemble mean µ = (µ1, . . . , µl)
T is

calculated, where

µi =
1

n

n∑
j=1

fi(xj), (2.15)

where µi is the ensemble mean of the ith output. This is then subtracted from each column of the
ensemble F, giving the centred ensemble Fµ, from which the principal component basis is calculated,
as in Equation (2.14). Denote this basis by Γ, where

Γ = (γ1, . . . ,γn−1), (2.16)

are the first n − 1 columns of V . Each individual basis vector γi has length l and these vectors
are orthogonal by construction. The basis, f(·), can be written as a linear combination of the basis
vectors:

f(x)− µ =

n−1∑
i=1

γici(x) + ε, (2.17)

= Γc(x) + ε, (2.18)

where ci(x) is the coefficient for basis vector γi and parameter setting x, and ε is a residual vector
of length l. From Equation (2.17), we derive an expression for c(x):

c(x) = (ΓTΓ)−1ΓT (f(x)− µ). (2.19)
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By performing this calculation for each member of the ensemble, each member is now associated
with n − 1 coefficients. This process is referred to as projecting the ensemble onto a basis, and
Equation (2.19) is the projection equation. The projected ensemble can be written as

Fc = (c(x1), . . . , c(xn)). (2.20)

Exploiting the fact that the basis vectors of Γ are orthogonal, we can fit a univariate Gaussian
process emulators for the coefficients ci(·) for each basis vector separately:

ci(·)|βi, σ2
i , δi ∼ GP

(
hi(·)Tβi, σ2

i ri(·, ·; δi)
)
. (2.21)

Instead of considering all the basis vectors, we choose the first q vectors and define the truncated
basis, written as

Γq = (γ1, . . . ,γq). (2.22)

As previously, we emulate the coefficients for the first q basis vectors. Conditioning on the (projected)
ensemble proceeds as in the univariate case, leading to separate posterior means and covariances, as
in Equations (2.6) and (2.7). Let µ∗i (·) and σ∗2i (·, ·) denote the posterior mean and covariance for
the emulator of the coefficients on basis vector i,

µ∗c(x) = (µ∗1(x), . . . , µ∗q(x))T , (2.23)

Σc(x,x) = diag(σ∗21 (x,x), . . . , σ∗2q (x,x)). (2.24)

Using this notation, the posterior distribution for the reconstruction of f can be written as

f(x)|F c,σ
2,B,D ∼ N

(
Γqµ

∗
c(x),ΓqΣc(x,x)ΓTq + Γ−qΣ

∗ΓT−q
)
, (2.25)

where
Σ∗ = diag(Σq+1,q+1, . . . ,Σn−1,n−1) (2.26)

and σ2 = (σ2
1 , . . . , σ

2
q ), B = (β1, . . . ,βq) and D = (δ1, . . . , δq).

2.4 The probabilistic integrating structure

We are interested in constructing a coherent probability model that will provide expected values
of the attributes of interest together with the measure of uncertainty and allow us to propagate
uncertainty from individual components. So we next employ Gaussian Processes to model individual
components (processes of interest):

• Wi|xi ∼ GP(mi(·), σ2
i r(·, ·; δi)) for i = 1, . . . , d,

• Y |W1, . . . ,Wd, z ∼ GP(µY (·), σ2
Y r(·, ·; δY )).

The relationships between individual components and variables are depicted in Figure 2.2. The
probability distribution of Y |x1, . . . ,xd, z can be written as z, which is defined by

p(Y |x1, . . . ,xd, z) =

∫
W

p(Y |W , z)p(W |x1, . . . ,xd)dW , (2.27)

whereW = (W1, . . . ,Wd)
T . However, (Y |x1, . . . ,xd, z) is neither analytically tractable nor Gaussian

in general. Sanson et al. (2019) [34] computed the first two moments numerically, i.e., using Monte
Carlo samples under the assumption that the densities in Equation (2.27) are Gaussian. Fortunately,
under some mild conditions, the first two moments can be calculated analytically [23, 29].

We obtainm training pointswT = (wT1 , . . . ,w
T
m)T , zT = (zT1 , . . . ,z

T
m)T and yT = (yT1 , . . . , y

T
m)T ,

where wTi = (wTi1, . . . , w
T
id)

T and zTi = (zTi1, . . . , z
T
ip)

T for all i = 1, . . . ,m. We consider the model
under the following two assumptions.

10



Figure 2.2: A directed acyclic graph (DAG) depicting relationship between variables, where
W1,W2, . . . ,Wd and Y correspond to the processes that we are interested in modelling.

Assumption 2 The prior mean function is mY (W , z) = W Tθ+h(z)Tβ, where θ = (θ1, . . . , θd)
T

and β = (β1, · · ·βq)T ; and h(z) =
[
h1(z), . . . , hq(z)

]T
are the regression functions of z.

Assumption 3 The components W ∼ MVN(µ,Σ), where Σ is the covariance matrix with diag(Σ) =(
σ∗21 (x1), . . . , σ∗2d (xd)

)
.

The following result is by Kyzyurova et al. [23] with the notation following Ming and Guillas [29,
Theorem S.2.1].

Theorem 4 Under Assumptions 2 and 3, and a squared exponential correlation function in prior
specification for Y |W , z, the mean µL = E[Y |x1, . . . ,xd, z] and variance σ2

L = V[Y |x1, . . . ,xd, z]
are given by

µL = µTθ + h(z)Tβ + bTA, (2.28)

σ2
L = σ2

Y (1 + ηY )− σ2
Y tr
{
R−1J

}
+ tr

{
θθTΣ

}
+ 2θT (B − µbT )A

+ tr{AATJ} − tr
{
AAT bbT

}
,

(2.29)

where
A = R−1

(
yT −wT θ −H(zT )β

)
, (2.30)

with µ = [µ∗1(x1), . . . , µ∗d(xd)]
T , H(zT ) = [h(zT1 ), . . . ,h(zTm))T , b = [b1, . . . , bm]T and where bi =

ξ̃ir(z, z
T
i ; δY ), where

ξ̃i =
1√

|2ΣΓ−1 + I|
exp

{
− (wTi − µ)T (Γ + 2Σ)−1(wTi − µ)

}
, (2.31)

with Γ = diag(δ2Y 1, . . . , δ
2
Y d).

Further, J = E[r(W , z)rT (W , z)] ∈ Rm×m with the ijth element

Jij = ζ̃ijr(z, z
T
i )r(z, zTj ), (2.32)

where

ζ̃ij = exp
{
− 1

8
(wTi −wTj )TM(wTi −wTj )

} 1√
|(M + Σ)M−1|

× exp
{
− 1

2
(ω − µ)T (M + Σ)−1(ω − µ)

}
(2.33)
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with M = diag(
δ21
4 , . . . ,

δ2d
4 ) and ω = 1

2 (wTi +wTj ).

For the matrix B = E[WrT (W , z)] ∈ Rd×m the `jth element is

B`j = ψ̃j`r(z, z
T
j ), (2.34)

where
ψ̃j` = e`[Λ(Λ + Σ)−1µ+ Σ(Λ + Σ)−1wTj ]ξ̃j , (2.35)

with e` is a unit vector with `th element being one.

Example 5 Consider a system with two computer models composed sequentially, as illustrated in
Figure 2.3). The computer models f1 and f2 with scalar-valued output y and z are defined as

y = f1(x) = 2x sin(x), z = f2(y) = y2 cos(y).

The computer output behaviour against its input at each level is shown in Figure 2.4. We also
provide the true functional form between the global input and global output of the system. We
construct GP models for f1 and f2 with h(x) = (1, x, x2) and h(y) = (y) and squared exponential
correlation function. We use RobustGaSP [15] to estimate individual GP models and fix δ and τ2 at
maximum a posterior (MAP) values.

The left and right panel plots in Figure 2.5 show predictions with two standard deviation prediction
intervals for Y and Z respectively. To compute predictions and two standard deviation prediction
intervals, we use Equations (2.6) and (2.7). We observe a good performance of GP model for Y
with prediction close to the true values and narrow prediction intervals (RMSE = 0.005). The
performance of GP emulator for Z is worse (RMSE = 27.55). In particular we fail to predict the
behaviour of z in the region Y ∈ (−8,−5), since we do not have enough design points, which implies
we have very limited information about response behaviour in this region.

We proceed to obtain the first two moments from Z|X to predict the behaviour of y at unobserved
x∗ from the system of GP models. The central panel plot in Figure 2.6 shows predictions and two
standard deviation prediction intervals computed numerically following the approach presented by
[34] (RMSE=9.24). To produce the right panel plot in Figure 2.6, we used the analytical expressions
from Equations (2.28) and (2.29) (RMSE=9.24). We observe that in both analytical and numerical
approaches, we fail to predict the behaviour of z in the region where 3.5 < x < 4.5. The prediction
intervals produced numerically is slightly wider than the prediction intervals produced analytically
due to the Monte Carlo sampling variability.

For comparison, we also consider to model a relationship between Z and X directly and completely
ignoring Y . The prediction and two standard deviation prediction intervals for this model are pre-
sented in the left panel plot of Figure 2.6 (RMSE=14.57). We observe the discrepancy between the

Figure 2.3: Computer system in Example 3 where f1 and f2 have 1-D input and output.

12



true and predicted values and wide prediction intervals, which imply greater degree of uncertainty
about the response behaviour.

We can see from this example that in this simple setting the critical importance of explicitly
including Y . This applies even more to the uncertainty handling we need to use within the context
of energy decision support.
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Figure 2.4: Left panel: the behaviour of Y against X. Central panel: the behaviour of Z against Y .
Right panel: the behaviour of Z against X. Black dots correspond to the observed realisations of
the variables.
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statistical model considering the relationship between X and Z and ignoring Y . Central panel plot :
a system of GP models (numerical approach). Right panel plot : a system of GP models (analytical
approach).

2.5 Discussion

In this section we have detailed the Gaussian process methodology that we will use as a decision
support system in the next section. We have demonstrated the calibration of a single GP to a toy
function and illustrated the uncertainty involved. We then considered two sequential models and
demonstrated the important of including all available information in the reduction of uncertainty.

We outline two current research directions in the development of this methodology to the current
suite of applications. First, we believe next that it is critical that model discrepancies (structural
uncertainties or model errors) are assessed and incorporated within the probabilistic integrating
structure in order to make robust decisions. Bringing together models developed by different experts,
the quality of modelling in different parts of the system will be different. We often find that some
components of the composite are much better understood than others. Model discrepancy was
formally introduced as a source of uncertainty in simulator predictions by Kennedy and O’Hagan
[21] and further discussed by Brynjarsdóttir and O’Hagan [8]. In related work, Wilson et al. [48]
estimated model discrepancy in the study of wholesale electricity price projections.

Further work involves studying the implications of any independence assumptions of the input
variables to the second later emulator. As Ming and Guillas [29] discussed, the assumption reduces
the analytical effort in deriving the closed form mean and variance of the linked emulators. However,
ignoring the dependence structure between input variables feeding to the second layer can cause
biased mean and variance of the linked emulator if the dependence is non-negligible [29]. Kyzyurova
et al. [23] considered the correlation between inputs and provided the closed-form expressions for
mean and variance under squared exponential correlation function. They studied the impact of such
dependence ignorance and presented results for system values under which the dependence structure
could be considered as negligible.
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Section 3

Energy systems model

In this section we demonstrate how to construct the energy systems model to inform decisions on
long term planning of investments for the reduction of CO2 emissions. In Section 3.1 we outline
the component models of the energy system model studied in this report. In Section 3.2 we employ
the framework defined in Section 2 to generate projections of the output of interest and propagate
uncertainty about the projections through the network of models on a demonstrator. As a result,
in Section 3.3 we present predictions generated the composite energy systems model together with
the uncertainty measure about the predicted output. We conclude with a discussion in Section 4.

We present results for the case study of the Willowburn Leisure Centre. Under the Public De-
carbonisation Scheme [3], Northumberland County Council is planning to replace gas boiler with a
ground source heat pump (GSHP), powered by electricity, to supply heating to the leisure Ccntre.
Given an emission factor for electricity is lower than for natural gas, the use of GSHP translates
into savings of global greenhouse gas emissions.

The Public Sector Decarbonisation Scheme fund covers the investment costs, i.e., setting up GSHP,
however Northumberland County Council is responsible for the operational costs associated with
running the GSHP. The replacement of gas with electricity has a potential to drive the operational
costs down. As part of this project, we are interested to study the projection of operational costs
and emissions levels from 2020 to 2050 under uncertainty to meet their policy goals. In this section,
we consider the level of operational cost associated with running a gas boiler to meet the heating
demand.

3.1 Component models

In this report we demonstrate the decision support system using a simplified model illustrated in
Figure 3.1. We note that this is a strong approximation and more sophisticated models could be used
with access to more information, e.g., data (confidential or commercially sensitive) and computer
programs with restricted access. We detail example component models that could be employed for
such a system in the following sections.

3.1.1 Heat demand model

The computer model considered in this report is a long-term model of the heating demand developed
in-house and based on the degree days data. Degree days data is a simplified representation of outside
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Figure 3.1: An illustration of the Willowburn Leisure Centre demonstrator. Blue nodes correspond
to the computer simulators. Surface temperature, efficiency of the equipment, Global building trans-
mission coefficient H and Gas price are the inputs parameters to the models. The output of interest
is Total operating costs.

air temperature and widely used to determine changes in heating and cooling demands [13, 24, 37].
This model takes as inputs surface temperature, the efficiency of the equipment and the global
building transmission coefficient H to generate projections of annual heating demand out to 2050.
A more detailed model description is provided in Appendix A.1.

We recognise that the heating demand projections depend on a number of uncertain model inputs.
In our analysis, we selected these three inputs we believe as inputs associated with a high level of
uncertainty. These inputs could also be considered as part of the decision makers policies and
scenario analysis.

In addition, Northumberland County Council provided us with half-hourly data of the energy
(kWh) used from January 2017 to January 2021 by Willowburn Leisure Centre to derive the domains
of the input parameters such as the efficiency of the equipment and global building transmission
coefficient to be considered for modelling purpose. In particular, we used half-hourly energy data
together with hourly temperature data to calculate the number of heating degree days (HDD) and
cooling degree days (CDD). Figure 3.2 show the monthly summary of gas energy consumption in
kWh and the number of HDDs and CDDs. We observe that monthly recorded energy is proportional
to the number of HDD, except the period from March 2020, which corresponds to the first economic
lockdown in the UK. This confirms our model assumption that heating demand calculation could
be based on the degree days. We choose to ignore the monthly number of CDD, as this data set is
not sufficient for modelling purposes.

From discussions with Northumberland County Council, we identified two types of demand: base-
line demand (that is present throughout the year) and seasonal demand. Based on half-hourly
energy data, we found that the baseload energy consumption is approximately 800 MWh/y. To
model seasonal energy consumption and produce projections into the future, we employ the heat
demand model in Appendix A.1.

3.1.2 Heat model

Our heat model is based on the energy system model OSeMOSYS [19] and computes the energy
supply mix, in terms of generation capacity and energy delivery. This meets the energy demand every
year and in every time step, minimising the total operational costs. The detailed model description
is provided in Appendix A.2.
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Figure 3.2: Connection between monthly gas use, number of HDD and CDD. First row: monthly
gas use (kWh) from 2017 to 2020. Second row: monthly number of HDD from 2017 to 2020. Third
row: monthly number of CDD from 2017 to 2020.

The heat model takes inputs such as heating demand and fuel and electricity prices and costs
of heat technologies to generate projections of annual operating costs out to 2050. We note that
we didn’t consider changes in seasonal variations caused by extreme weather events, since we were
interested in performing analysis for long-term planning and considered mainly changes in annual
heating demand under changes in annual mean temperature. Based on half-hourly data provided
by Northumberland County Council, we obtained the distribution of heat demand throughout the
year to specify heating demand for each season and time slice (day and night) and fixed it in our
analysis. Table 3.1 and Figure 3.3 provide the distribution of heat demand (%) for each time slice
adopted inside the heat model.

Table 3.1: Distribution of heat demand for Willowburn Leisure Centre (%)

Time Slice Share of annual demand (%)

Winter Day 26.5
Winter Night 4.66
Spring Day 17.7
Spring Night 5.11
Summer Day 12.2
Summer Night 4.12
Autumn Day 24.5
Autumn Night 5.14
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Figure 3.3: Distribution of heat demand (in percentage) for the Willowburn Leisure Centre according
to the time slices specified inside the heat model.

3.2 Emulation

3.2.1 A Gaussian process emulator for heating demand model output

In this section we provide details of the statistical emulator used to model the heating demand output
as a function of surface temperature, the efficiency of the equipment and global building transmission
coefficient. The surface temperature takes the form of an annual average time series from 2021 to
2050. We introduce low, central and high assumptions. Since surface temperature is a multivariate
input, for computational reasons, we represent this input by one parameter: a shift away from the
central projection. As proposed by Wilson et al. [48], a shift of +1 from the central projection
corresponds to the high scenario; and a shift of −1 corresponds to the low scenario. Positive shifts
interpolate between the high and central scenarios, whereas negative shifts interpolate between the
central and low scenarios.

Table 3.2 provides the domains of input parameters considered for emulation. We produced a
space-filling design to explore the output behaviour across the input space, that is, we use a 100 run
maximin distance Latin Hypercube (LHC) to generate a model ensemble[31] .

Table 3.2: Domain of the input parameters to be considered for the emulation.

Input parameter (unit) Domain

Change in global temperature by 2050 (C◦) [−2.3, 3]
Efficiency of the equipment [0.5, 1]

Global building transmission coefficient H [5, 20]

The output of interest is the annual heating demand from 2021 to 2050. Following the approach
introduced in Section 2.3, we proceed to project the model ensemble onto a low-dimensional basis,
principal components, and then emulating the coefficients on this basis. Figure 3.4 shows that the
first two principal components were found to explain 98% of the total variance, and we therefore
retain these components for our analysis.

We consider each retained basis coefficient, ci(x), i = 1, 2, as a function of input parameter values
and construct a GP emulator following the method introduced in Section 2.2. We specifiy a linear
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form of the regression function, h(x) = (1, x1, x2, x3), which is a standard form that includes a
constant and linear terms in each component of x [21]. We also adopt a squared exponential
correlation function. Before fitting the model, we scale the inputs and outputs to lie between −1
and 1 and use RobustGaSP package to fit individual GP models [15].

To validate the performance of GP emulators, we use a test set of size 30. Figure 3.5 presents
the cross-validation diagnostics for each basis coefficient against input parameters. The black points
and error bars represent the emulator prediction and a two standard deviation prediction interval.
The model values are then plotted in either green, if they are within two standard deviations of the
prediction, or red otherwise. We observe that emulator predictions lie close to the true values, and
the size of the error bars is small for both basis coefficients. It therefore appears that our emulator
is performing well.
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Figure 3.4: Left panel plot: explained variance ratio against the ordered principal components. Right
panel plot: cumulative explained variance against ordered principal components.

Finally, we produced the reconstruction of projections from basis coefficients using Equation (2.25).
Figure 3.6 presents a cross-validation diagnostic plot for each member of the test set. The solid black
line and grey shaded region correspond to the projected mean and projected two standard deviation
prediction interval respectively. The red line is an unobserved run from the heating demand model.
We observe that one heating demand projection lies outside the prediction interval, which raises
concerns about the accuracy of the PCA projections, since Figure 3.5 confirms the accuracy of GP
emulators.
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Figure 3.5: Diagnostics for energy demand model emulators. Cross-validation plots for coefficients of
principal components C1 (top row) and C2 (bottom row) against input parameters. The predictions
and two standard deviation prediction intervals are in black. The true values are in either green, if
they lie within two standard deviations of the prediction, or red otherwise.
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Figure 3.6: Diagnostics for energy demand model emulator. Cross-validation plots for 30 of the
ensemble members. In each panel the red line is a run from the heating demand model. The black
solid line is the projected mean. The grey shaded region corresponds to the projected two standard
deviation prediction interval.
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3.2.2 A Gaussian process emulator for heat model output

In this section we provide details of the statistical emulator used to model the operating costs as
a function of heating demand and gas price. Heating demand takes the form of an annual average
time series from 2021 to 2050. Instead of using the whole time-series, we employ the coefficients of
the first basis vectors obtained in Section 3.2.1 as inputs to GP emulators.

Another exogenous input to the heat model is the fuel price associated with heat technology.
Since we study the use of gas boiler in the Willowburn Leisure Centre, we consider the natural gas
prices based on the BEIS 2018 energy and emissions projections [2]. In our analysis, we employ
price projections from 2021 to 2050 under three scenarios: Low Prices, High Prices and Baseline
Policies, as presented in Figure 3.8. We represent the natural gas price, a multivariate input, by one
parameter: a shift away from the central projection, where a shift of +1 and −1 from the central
projection correspond to the high and low scenarios respectively. Table 3.3 provides the domains of
input parameters considered for heat model emulation.

Table 3.3: Domain of the input parameters to be considered for the emulation.

Input parameter (unit) Domain

1st basis vector coefficient of demand model output [−1, 1]
2nd basis vector coefficient of demand model output [−1, 1]

Shift parameter for gas price projection (p/kWh) [−1, 1]

In this model, the output of interest is the annual operating cost from 2021 to 2050. We project
the model ensemble on to a low-dimensional basis principal components and emulate each of the
coefficients on this basis independently. For the sake of illustration and to retain stability (Wilson
et al. [48]) we have chosen to retain only the first two principal components that explain 93% of the
total variance, as illustrated in Figure 3.7.

We follow the approach to construct the GP emulators for the retained basis coefficients as in-
troduced in Section 3.2.1. To validate the performance of GP emulators, a test set of size 30 was
used. Figure 3.9 presents the cross-validation diagnostics for each basis coefficient against input
parameters. The black points and error bars represent the emulator prediction and a two standard
deviation prediction interval. The model values are then plotted in either green, if they are within
two standard deviations of the prediction, or red otherwise. We observe that 4 and 2 of the tested
model outputs were outside the prediction intervals for our coefficients of principal components,
which is still consistent with our uncertainty specification.

In Figure 3.10, we produced the reconstruction of projections from basis coefficients using Equation
(2.25). In particular, Figure 3.10 presents cross-validation diagnostic plot for each member of the test
set. These are useful because they indicate when our model works well and under what conditions
it could be improved. The solid black line and grey shaded region correspond to the projected mean
and projected two standard deviation prediction interval respectively. The red line is an unobserved
run from the heat model. We observe that model runs numbered 2, 9, 12 and 23 lie outside the
prediction interval, which raises concerns about the accuracy of the PCA projections as well as the
emulator accuracy for these model runs from the test set. In practice, using these techniques we
would therefore plan to refine the statistical model in order to obtain more accurate predictions.
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Figure 3.7: Left panel plot: explained variance ratio against the ordered principal components. Right
panel plot: cumulative explained variance against ordered principal components.
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Figure 3.8: Natural gas price projections from 2021 to 2049 under three different scenarios.
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Figure 3.9: Diagnostics for heat model emulators. Cross-validation plots for coefficients of principal
components C1 (top row) and C2 (bottom row) against input parameters. The predictions and two
standard deviation prediction intervals are in black. The true values are in either green, if they lie
within two standard deviations of the prediction, or red otherwise.
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Figure 3.10: Diagnostics for heat model emulators. Cross-validation plots for 30 of the ensemble
members. In each panel the red line is a run from the heat model. The black solid line is the projected
mean. The grey shaded region corresponds to the projected two standard deviation prediction
interval.
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3.3 Linking Gaussian process models

We proceed to couple the two statistical models for heating building energy demand and the heat
model using the method presented in Section 2.4. In Figure 3.11 we present the associated system
model of GP emulators to that of the graphical model in Figure 3.1. Figure 3.12 demonstrates
the cross-validation diagnostics for two linked emulators against input parameters. We observe
that 5 and 2 of the tested model outputs were outside the prediction intervals for two emulators.
In particular, the first linked emulator fails to validate well around the value of x3 input close to
zero, which corresponds to the baseline gas price projection. We recognise that this needs to be
investigated further.

Figure 3.11: The system of linked emulators in the Willowburn Leisure Centre demonstrator. c
(DM)
1

and c
(DM)
2 are GP emulators for the first two coefficients of PCA basis vectors obtained from the

Heat demand model ensemble. c
(HM)
1 and c

(HM)
2 are GP emulators for the first two coefficients of

PCA basis vectors obtained from the Heat model ensemble. x1 and x2 are the vectors of global
inputs.

As in previous sections, we produce the reconstruction of projections from linked emulators in
Figure 3.13. The solid black line and grey shaded region correspond to the projected mean and
projected two standard deviation prediction interval respectively in cross-validation diagnostic plot
for each member of a test set. The red line is an unobserved run from the heat model. We observe
that model runs numbered 2, 9, 10, 12 and 23 in the test set lie outside the prediction interval.
For these model runs one or two linked emulators didn’t validate well at the corresponding input
settings.

3.4 Use in decision support

Figure 3.14 shows the projections of annual operational costs, including assessment of uncertainty
in these projections. The left panel plot only considers uncertainty from produced by the single
GP model, that is, only the heat model. The right panel plot considers the uncertainty from both
the heat demand model and the heat model. We observe the wider uncertainty bands in the right
panel plot since by considering the uncertainty about the energy demand projection (which is not
considered in the left panel plot), we have managed to propagate uncertainty into the uncertainty
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about heat model projection. This happens because through the probabilistic coupling, we have
correctly propagated the uncertainty about the energy demand and accounted for this uncertainty
in the predictions of the heat model. From the decision makers point of view, by not considering the
uncertainty of the upstream variable, the prediction intervals does not take into account elements
we know to be uncertain and thus could lead to less informed decisions.

This more comprehensive uncertainty treatment is critically important for use of modelling in
decision support. It is common in practical studies to see a ‘one-at-a-time’ treatment of uncertainty
in different inputs, which is of very limited benefit as the true situation in relation to the real world
fundamentally involves the combination of sources of uncertainty – which the formal framework
developed, using an Integrating Decision Support System to connect together Gaussian process
emulators of models, provides.

x1 x2 x3

−1.0 −0.5 0.0 0.5 1.0 −1.0 −0.5 0.0 0.5 1.0 −1.0 −0.5 0.0 0.5 1.0
−1.0

−0.5

0.0

0.5

1.0

 

C
1

 

out

in

x1 x2 x3

−1.0 −0.5 0.0 0.5 1.0 −1.0 −0.5 0.0 0.5 1.0 −1.0 −0.5 0.0 0.5 1.0
−1.0

−0.5

0.0

0.5

1.0

 

C
2

 

out

in

Figure 3.12: Diagnostics for the linked emulators. Cross-validation plots for coefficients of principal
components C1 (top row) and C2 (bottom row) against input parameters. The predictions and two
standard deviation prediction intervals are in black. The true values are in either green, if they lie
within two standard deviations of the prediction, or red otherwise.
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Figure 3.13: Diagnostics for linked emulators. Cross-validation plots for 30 of the ensemble members.
In each panel the red line is a run from the heat model. The black solid line is the projected mean.
The grey shaded region corresponds to the projected two standard deviation prediction interval.
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Figure 3.14: Cross-validation plot for heat model emulators (left panel plot) and linked emulators
(right panel plot). In each panel the red line is a run from the heat model. The black solid line is
the projected mean. The grey shaded region corresponds to the projected two standard deviation
prediction interval.
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Section 4

Discussion and conclusions

Simulator models provide decision support for those managing complex physical systems [46]. Using
recent results from the literature [23, 29], we have demonstrated how to link together a number of
simulator models into a broader decision support system, where the component models are developed
individually and then connected by their inputs and outputs. To our knowledge, this the first
application of such an approach to linking GP models for decision support within energy systems.

This has been applied specifically to a planning question proposed by Northumberland County
Council, namely replacement of the gas boiler with a ground source heat pump at Willowburn Leisure
Centre. We produced projections for total operating costs up to 2050. In addition to projections,
our probabilistic model considers uncertainties associated with carbon-reducing strategies and the
environment under which such new systems will need to operate.

It is possible that for the relatively simple question presented here, a similarly broad uncertainty
treatment could be achieved by more elementary technical means, although uncertainty treatment
without Gaussian process emulation will be logically incomplete except in the very smallest examples
– and even in this example the formal structure used provides a rigorous scientific basis for the
uncertainty treatment, which builds confidence in the results.

However, the great potential benefit of this formal framework is its flexibility in application to much
more complex circumstances where more elementary uncertainty treatments are not applicable. For
instance, many energy planning and policy questions are affected by a vast range of factors, including
the interaction between different subsystems of the overall system under direct consideration, and
its interaction with other systems that might (for instance) drive demand – and overlaid on this is
the fundamental need in capital planning and policy decisions to project uncertainty in background
forward over decades. The IDSS framework was specifically developed to bring together model-based
analysis and other information in this kind of circumstance.

There are many possible directions for further work. In addition to the technical extensions
discussed in Section 2.5, there are a number of possible extensions to the work considering the
application domain. Firstly, we could expand the graphical model to include other variables and
influencing factors such as energy price. We would also be interested in studying the simulation of
storage in this context, in particular, whether this can reduce the uncertainty of the projections.
Finally, similar to Leonelli and Smith [27] and Barons et al. [7], we could further elicit the form
of the utility function from the panel of experts and compute formally expected utility scores for
different policies.

Building outward from the specific use case, under the carbon zero policy target the cost projec-
tions for alternative heating facilities can be used to support the decision making process in local
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councils when various low carbon technologies are considered for long term planning. We have here
considered three scenarios of cost projections and climate background, however the results can be
extended to general scenario analysis. For example, with access to climate models, a linked simulator
model could be used to study UKCP18 climate projections scenarios [39] of different of greenhouse
gas concentrations.

There is a general need to find ways for a wider range of analysts in the field to make these kinds
of uncertainty considerations, based on the skills and practices that are widespread in industry and
government. Now our technical work is complete, we intend to discuss with the National Innovation
Centre for Data how this agenda can move forward within the CESI collaboration, and we will also
look for further related innovation project opportunities through our own contacts. This should be
complemented by lower TRL research on application of the IDSS framework for decision making
in energy and infrastructure contexts, and in particular on addressing the challenges inherent in
application to more complex decision questions.
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Appendix A

Model specifications

A.1 Heat demand specification

It is widely accepted that heating demand in buildings mainly depends on the indoor temperature,
outdoor temperature and the thermal characteristics of the building, e.g., insulation [24]. Degree
days data is a simplified representation of the difference between the outside and the inside air
temperature and used to determine the heating and cooling demand. There are two types of degree
days data:

• Heating degree days (HDD) measure how much in degrees and for how long the outside tem-
perature was lower than a specified base temperature. HDD is informative for the heating
demand calculation [1].

• Cooling degree days (CDD) measure how much in degrees and for how long the outside tem-
perature was higher than a specified base temperature. CDD is informative for the cooling
demand calculation [1].

There are a range of approaches to compute HDDs and CDDs. For this demonstration we follow
the approach developed by the UK Met Office to compute daily HDDs and CDDs by comparing
daily minimum and maximum air temperatures with the selected base temperature:

HDD =


Tbase − Tavg, if Tmax ≤ Tbase[
(Tbase − Tmin/2)

]
−
[
(Tmax − Tbase)/4

]
, if Tavg ≤ Tbase < Tmax

(Tbase − Tmin)/4, if Tmin < Tbase < Tavg

0, if Tmin ≥ Tbase

and

CDD =


0, if Tmax ≤ Tbase
(Tmax − Tbase)/4, if Tavg ≤ Tbase < Tmax[
(Tmax − Tbase)/2

]
−
[
(Tbase − Tmin)/4

]
, if Tmin < Tbase < Tavg

Tavg − Tbase, if Tmin ≥ Tbase

where Tavg is the daily average temperature found from Tavg = (Tmax + Tmin)/2. We specified the
base temperature of 15.5 C◦ to compute daily HDD, and a base temperature of 22 C◦ to compute
daily CDD [37].
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To relate degree days data to the energy consumption of a building, we employ a degree-days
method. This method is based on the assumption that the energy consumption is proportional to
the difference between external and internal temperature (HDD and CDD) [13], and mainly used for
long-term projections and scenario analysis [5, 13]. We calculate the monthly energy consumption
Em by computing the following equation from [13]:

Em =
H ×DDm × th

η
, (A.1)

where H is a global building transmission coefficient, measured in W/K, th is the heating time
in a day (th = 24), η is the efficiency of the equipment, and DDm is a total number of heating
degree days in a month m. We used historical surface temperature in the North of Tyne region from
January 2017 to January 2020 to obtain HDD and CDD. In particular, we used this data to derive
the seasonal trend in HDD and CDD, as well as sensible ranges for a global building transmission
coefficient and the efficiency of the equipment in Equation (A.1) for our demonstrator.

We preserved the seasonal trend in HDD, and we were interested in studying the changes in heating
demand under climate change, similar to [37]. In particular, we adopted the model of the change in
global average temperature proposed by [20]. The change in the global surface temperature, ∆T , is
directly linked to the ratio r of CO2 concentration to the pre-industrial level (278 ppm) via

∆T ≈ β r − 1

r − k
, (A.2)

where β ≈ 5.84 and k ≈ −0.85.

Figure A.1 presents the relationship between CO2 concentration ratio and the change in global
temperature over time based on Equation (A.2). We observe that the linear increase in CO2 ratio
corresponds to a non-linear change in the global surface temperature. We use this relationship to
project surface temperature till 2050 to calculate HDD and hence heating demand.
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Figure A.1: Left panel: plot of change in the CO2 concentration ratio to the pre-industrial level over
time. Right panel: plot of the corresponding change in the global temperature over time.
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A.2 Heat model specification

The MUGM project has previously used Osemosys as a platform for heat system modelling – for
this, the Osemosys framework was populated with data for an example based on a district heating
system in Brunswick, Germany. The test model used for the MUGM-CESI project is an extension
of this to include both daily cycling and seasonal energy storage. This required a re-code of the
underlying optimization model, as only a small subset of the whole Osemosys framework is used,
and the documentation of the storage formulation in Osemosys is insufficient (more specifically, the
storage model in Osemosys is sufficiently complex, due to the desire for applicability to different
circumstances, that unlike many LP models it is not naturally self-documenting).

This model is thus intended to be a direct re-code of the relevant parts of Osemosys, but given
that uncertainty over the formulation of Osemosys it should be treated on its own merits. Following
common practice in energy system modelling, each season is formulated as a representative day
consisting of a number of time slices. The representative day repeats to make up the season, with
the end of one day being joined in time sequence to the start of the next. Similarly, the end of each
season is joined to the start of the next. To allow a given year to be studied in isolation, time is
looped, and the start of the year coming immediately after the end of the year in the time sequence.

Daily storage charges and discharges to the same levels in each representative day, whereas in
a given season seasonal storage can charge or discharge gradually through a season. In a fully
time sequential model there might be no model structure difference between daily and seasonal
storage, with the differences in properties being represented through parameter choices. However
this formulation, with separate classes of variables, parameters and constraints declared, provides a
convenient and transparent way of representing these different purposes of storage in a representative
day formulation.

The model thus takes various specified system parameters as inputs, and can be regarded as a
function mapping these to measures of system performance such as annual cost.

Consider the sets

• Time slices T , index t, elements {1...nT }, loop time so nT comes before 1

• Seasons S, index s, elements {1...nS}, loop time so nS comes before 1

• Heat supply technologies U , index u, elements {1...nU}

The idea here is that the year is divided into a number of seasons which follow each other in sequence,
and that each season consists of the same day repeated multiple times – these representative days
consist of a series of time slices, which again follow a time sequence.

Supply technologies could be the data centre, mains electricity, mains gas, etc.

Parameters

• ndayss : number of days in season s

• nhourst : number of days in time slice t

• [dem]st: demand in season s, time slice t

• [effin]daily: efficiency for daily store charging

• [effin]seas: efficiency for seasonal store charging
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• [effout]daily: efficiency for daily store discharging

• [effout]seas: efficiency for seasonal store discharging

• [supply]±u : max/min heat supply from technology u, MW

• [out]daily+ : max output from daily store, MW

• [out]seas+ : max output from seasonal store, MW

• [in]daily+ : max input to daily store, MW

• [in]seas+ : max input to seasonal store, MW

• [store]daily+ : energy capacity of daily store, MWh

• [store]seas+ : energy capacity of seasonal store, MWh

• cstu: per unit energy cost of heat supply from technology u, £/MWh

Note that all transfers of energy from one place or form to another are in units of power (i.e. kW),
not in total energy within the time slice.

Variables

• [supply]stu: heat supply from technology u, MW (note this is heat provided by the technology,
not the energy in any primary fuel supply)

• [out]dailyst : output from daily store, MW

• [out]seasst : output from seasonal store, MW

• [in]dailyst : input to daily store, MW

• [in]seasst : input to seasonal store, MW

• [store]dailyst : energy in daily store at end of time slice s, t, MWh

• [store]seass : energy in seasonal store at end of season s, MWh

Objective function

min
∑
st

ndayss nhoursst

∑
u

cstu[supply]stu

(unit money)
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Constraints

• Power balance, MW (note power is in the scientific sense of time derivative of energy, not
meaning electricity)

[dem]st =
∑
u

[supply]stu + [out]dailyst + [out]seasst − [in]dailyst − [in]seasst

• Energy balance for daily store, MWh

[store]dailyst = [store]dailys,t−1 + nhoursst

(
[effin]daily[in]dailyst − [out]dailyst

[effout]daily

)

• Energy balance for seasonal store, MWh

[store]seass = [store]seass−1 + ndayss

∑
t

nhoursst

(
[effin]seas[in]seasst −

[out]seasst

[effout]seas

)

With bounds on variables

• [supply]−u ≤ [supply]±stu ≤ [supply]+u

• 0 ≤ [out]dailyst ≤ [out]daily+

• 0 ≤ [out]seasst ≤ [out]seas+

• 0 ≤ [in]dailyst ≤ [in]daily+

• 0 ≤ [in]seasst ≤ [in]seas+

• 0 ≤ [store]dailyst ≤ [store]daily+

• 0 ≤ [store]seass ≤ [store]seas+
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